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Abstract—Machine learning techniques are becoming
increasingly popular in radiomics studies. They can handle high
dimensional sets of radiomics features with higher robustness
than usual statistical analyses, by capturing complex interactions
between features themselves and between feature combinations
and clinical endpoints under investigation in order to build
efficient prognostic/predictive models. However, there is no “one
fits all” solution and deciding which algorithm is the most
accurate for a given application is not always straightforward.
In this paper, to keep a realistic perspective on various emerging
clinical applications based on radiomics, we performed an
evaluation of the popular random forest classifier for predicting
local failure in cervix cancer exploiting identical data, but
relying on different methodologies to select and combine
features of interest. The main objective was to demonstrate
various challenges of model building and tuning for radiomics
applications. The results obtained in the present work could
provide general guidelines to assist in the practical development
of radiomics-based models.
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I. I NTRODUCTION
ECENT advances in radiomics—referring to the highthroughput extraction of high dimensional quantitative
features from medical images—technologies have made large
quantitative sets of features available to the oncology imaging community [1]. Together with the growth of radiomics,
various prognostic/predictive studies related to numerous cancer types enabled a promising path toward personalized
medicine [2]. In order to exploit large sets of radiomics features and to infer knowledge, the radiomics community has
begun to rely on popular machine learning techniques instead
of standard statistical analysis [3]. Because of their ability
to handle large sets of features for small sample size and
to identify nonobvious patterns to derive prediction, machine
learning methods have spread rapidly in the radiomics community. However, interpretation of results obtained from various
machine learning algorithms is not always straightforward, as
different approaches may yield different results and would
therefore lead to different, sometimes even opposite interpretations [4]–[6]. There is no doubt that there exist machine
learning algorithms that can help in building reliable prognostic/predictive models, however to identify which algorithm
is the most reliable for a given application is not always
straightforward and may be debatable. Various factors related
to model building can influence the outcome of the algorithm
(e.g., expertise in learning algorithms, experimental designs,
population sampling distributions, feature selection approach,
hyper-parameter optimization, imbalance adjustment strategies, etc.), especially considering the lack of large training and
validation datasets, which is a frequent situation in radiomics
studies [7]. However, sharing of radiomics features and testing the results across research institutions may still provide
valuable insights regarding the learning algorithms [8].
In this paper, in accordance with STARD and TRIPOD
criteria [9], [10], our objective was to compare the results
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obtained using two different machine learning pipelines on
the same data. A cervical cancer dataset composed of three
different patient cohorts was analyzed by two independent
research institutions for the prediction of local failure (LF).
Identical sets of variables were used by the two research
institutions: multimodality radiomics features extracted from
positron emission tomography (PET) and several magnetic
resonance imaging (MRI) sequences, as well as clinical contextual information. Our goal was not to compare different
classifiers, as in the previous comparative studies, but rather
to compare different methodological approaches exploiting a
given classifier. In the present work, the two research institutions relied on the popular random forests (RFs) classifier,
which has been identified as one of the most efficient in recent
comparative studies [6]. Different machine learning strategies
and methodologies were employed by each group to construct final LF prediction models for cervical cancer dataset.
Notably, the methods to select a subset of radiomics features,
to adjust for imbalance, to tune hyper-parameters, and to estimate prediction performance, differed. The main goal of this
paper was to investigate how these methodological differences
in machine learning strategies affected prediction performance
in training, validation, and independent testing sets.
II. M ATERIALS AND M ETHODS
A. Datasets: Patient Cohorts, Imaging, and Treatment
Personalization Scenarios
In this section, we provide details about the clinical dataset
exploited in this paper as well as the clinical relevance of the
developed models.
Three cohorts of patients with locally advanced cervical cancer from different clinical sites (Brest, n = 112 and Nantes,
n = 50, in France, and Montreal, n = 27, in Canada,
n = 191 in total) were collected for this paper. The following images were available in all cohorts and exploited
in the radiomics pipeline: fluorodeoxyglucose (FDG)-PET,
post-injection gadolinium contrast-enhanced MRI (GADO),
T2-weighted MRI (T2), and apparent diffusion coefficients
(ADCs) maps from diffusion-weighted MRI. The available
clinical variables (“Clinical”) included age (gender is female
for all patients), histopathological type, grade, lymphovascular invasion, HPV status, T-stage, N-stage, and International
Federation of Gynecology and Obstetrics stage. Patients
received curative radiotherapy (external and brachytherapy)
and chemotherapy. The minimum follow-up was one year.
During the follow-up period, 32 patients experienced an LF.
Providing a better assessment of the likelihood of an LF prior
to treatment would provide a rationale to adapt treatment
(e.g., avoid systemic treatment for patients with low risk of
recurrence) [11]. More details about the characteristics of the
patients of the three cohorts are provided in the supplementary
materials.
B. Radiomics: Feature Extraction
Tumor volume-of-interests (VOIs) were delineated by one
expert (Lucia) as corresponding to the gross tumor volume. VOIs were semi-automatically delineated on each scan
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independently. PET images were contoured with the FLAB
software [12] and all MR sequences with the 3-D Slicer software [13]. For each VOI in the PET and the three MRI
sequences, 79 morphological and intensity-based features, as
well as 94 textural features were extracted in 3-D according
to the guidelines defined by the image biomarker standardization initiative and validated with respect to the consensus
values obtained in the initiative [14]. Each of the 94 textural
features were computed according to 64 different combinations of the following parameters, a process defined as “texture
optimization,” [15], [16], thereby creating different “variants”
for each textural feature.
1) Isotropic voxel sizes of 1, 2, 3, and 4 mm (i.e., images
were first interpolated to these dimensions using linear
interpolation).
2) Fixed bin number (FBN) and fixed bin size (FBS; only
for PET intensities) gray-level discretization algorithms,
with and without equalization of histogram intensities
prior to discretization.
3) Number of gray levels of 8, 16, 32, and 64 for FBN,
0.25, 0.5, 1, and 2 SUV (standardized uptake values) for FBS with PET. As a result, the number of
radiomics features per scan was 6092 for PET and
3064 features for MRI sequences. In total, by including all radiomics features of all images and VOIs and
all other clinical/radiographic variables, the initial feature set contained 15291 features. This initial feature set
was provided to the two research institutions in table
format.
C. Experiments Design
The dataset was randomly split once into a teaching and
a testing set with a 2:1 size ratio using stratified random
subsampling, i.e., the proportion of LF events and patients
coming from the different clinical sites was preserved in both
the training and testing sets. As a result, the teaching set was
of size n = 125 with 20 LF and the testing set was of size
n = 66 with 12 LF. The two institutions (Brest: Vallières and
Poitiers: Upadhaya) were tasked with constructing and optimizing a single prediction model for the binary classification
of LF events using their own RF methodologies and the teaching set only: the LF labels of the teaching set were provided,
but the LF labels of the testing set were kept hidden from
the two institutions. Once optimized, a final RF constructed
using the teaching set was evaluated once on the LF labels of
the testing set. Throughout the text, the algorithms of institution 1 and 2 (Brest and Poitiers, respectively) are denoted as
“AI1” and “AI2”.
D. AI1 Methodology
AI1 implemented two workflows: the first was initially
different from AI2 regarding feature selection, imbalance
adjustments and metric optimization, whereas the second one
corresponds to a revision of the original, performed in order
to minimize the differences with AI2 and better understand
the impact of the differences between the feature selection
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Fig. 1. Workflow of the algorithm of AI1 for training, validating, and testing
prediction models of LF.

methods. The in-depth details regarding the original workflow of AI1 can be found in the supplementary materials and
will only be summarized for discussion purpose. In the main
manuscript, only the revised workflow is presented (Fig. 1).
From the teaching set and its corresponding initial feature set,
the methods employed for the construction of a final prediction
model are detailed below.
1) Radiomics Feature Set Reduction: The method
employed here to reduce the very large inital set of radiomics
features into a number suitable for multivariable modeling is
adapted from the work of Chatterjee et al. [17]. The methodology of Chatterjee et al. [17] aims at minimizing false
discoveries in radiomics analyses. First, the teaching set was
subdivided 100 times (splits) into different subsets with a 2:1
size ratio using stratified random subsampling. The Pearson’s
correlation coefficient of each radiomics feature with the LF
outcome (Rf /o ) was calculated for each of the 100 subsets. A
given feature was considered stable and was retained in the
set if 95 % of absolute Rf /o values over all 100 splits were
above a given Pearson’s correlation coefficient threshold Tf /o
(see below for more details about this threshold). Following
stability checks, the optimal extraction parameter (and
possibly different for each textural feature) was identified for
each textural feature still present in the set by maximizing the

mean absolute Rf /o (|Rf /o |) over the 100 splits, such that only
one variant per feature was retained. Then, intracorrelation
between features still present in the set (Rf /f ) was analyzed,
and features with Rf /f > 0.7 were discarded by prioritizing
those with higher |Rf /o |. The whole feature set reduction
process was performed separately for each VOI of each scan,
and the process was repeated by lowering Tf /o with an initial
value of 0.3 until at least 10 features per VOI and scan were
retained. The optimal VOI per scan was then chosen by
maximizing a robustness score (Sr ) on retained features based
on the “clearance step” of Chatterjee et al. [17]: the teaching
set was subdivided into different subsets with a 1:1 size ratio
using stratified random subsampling. A scatter plot of Rf /o as
calculated in the two subsets of a given split was produced
for all retained features of a given VOI and scan, and the
Pearson’s correlation coefficient of the plot was calculated ans
subsequently averaged over all splits (Rp ). The mean relative
percent variation of Rf /o of all retained features between the
two subsets over all splits was also calculated (Rd ). Finally,
the maximized robustness score for choosing an optimal VOI
for each scan was defined as Sr = Rp − Rd + |Rf /o |.
2) Prediction Performance Estimation: Radiomics features
from the reduced feature sets of each scan were then combined
via an RF algorithm [18]. For this purpose, the teaching set
was subdivided ten times (splits) into different training and
validation sets with a 2:1 size ratio using stratified random
subsampling. RFs were trained in the different training sets
and hyper-parameters tuning was performed by maximizing a
relevant figure of merit (FOM) over all corresponding validation sets. We adopted FOM = (sensitivity + specificity)/2
(i.e., balanced accuracy) similar to AI2. A random forest was
first trained for each scan and each other type of variables
(i.e., clinical) separately (where embedded feature selection
also occurred, see below). Then, RFs for all combinations
of scans and other types of variables were also constructed
using the selected features of the RF models of each scan.
Each time the selected radiomics features of two or more different scans were combined, correlation checks as described
above were also performed prior to RF modeling. Finally, the
final model choice (types of combined variables) was chosen with the maximum mean FOM performance over the ten
validation sets.
3) Random Forest Modeling: RFs were trained using 100
bootstrap samples in a given teaching or training set to
predict binary endpoints. In the optimization phase, the following hyper-parameters tuning processes were sequentially
performed: 1) feature selection; 2) percentage sampling; and
3) maximum number of split points in the random forest. First,
features 1 to M for a given trained random forest were selected
by considering their variables importance in the model via permutation tests in the validation sets: for each validation set (ten
splits), the instances of the set were permuted once for each
variable, and the average change of FOM as compared to the
nonpermuted set was averaged over all splits. The more the
FOM decreased as a result of random permutations, the more
important the variables were to the model. Given this variable ranking for features 1 to M, stepwise feature addition in
ascending rank order (rank 1, rank 2, etc.) similar to AI2 was
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performed for ten different splits for the M combinations of
features: RFs were trained in ten different training sets and
evaluated in ten associated validation sets. Manual inspection
of the average validation set performance was performed to
choose the final number of features of a given model. Second,
percentage sampling of 1/2 and 2/3 on the total number of
instances to draw in each bootstrap sample was optimized,
allowing for further decorrelation of the different decisiontrees in the random forest. Third, the maximum number of
splits points was optimized using a log-scaled search in the
range [1, N −1], where N is the number of instances in a given
training set. Note also that surrogate variable splits were used
in AI1 to handle missing data values.
4) Imbalance Adjustments: Similarly to AI2, the
SMOTE [19] technique was applied to the whole teaching set prior to the start of the first step of machine learning
computations (here feature set reduction).
5) Final Model Construction: Following the optimization
of feature selection, hyper-parameters, and final model type
(i.e., combinations of different types of variables) from validation set performance, a final RF model was constructed
using the whole teaching set with the optimal features and
hyper-parameters.
E. AI2 Methodology
Fig. 2 presents the workflow of AI2 from the teaching
set and its corresponding initial feature set. The methods
employed for the final prediction model building are detailed
below.
1) Random Forest: The RF algorithm uses an ensemble
method for classification consisting of many simple tree classifiers [18]. The paradigm behind ensemble methods is that
a group of “weak learners” (single trees) can come together
to form a stronger learner with multiple tree creating a forest and when it is randomized, known as RF. AI2 relies on
an embedded feature selection technique, which means that
the RF model validation, feature subset selection, and hyper
parameters optimization steps are performed simultaneously
in that framework.
2) Imbalance Adjustment: The synthetic minority oversampling technique (SMOTE) is a method of over-sampling
the minority class for imbalanced adjustment [19]. In short,
SMOTE iterates through the existing and real minority class.
At each iteration, a new minority class is synthesized somewhere between the exiting minority class and a chosen closest
minority class neighbor. One difference of SMOTE with
respect to other techniques is that the minority class is
over-sampled by creating synthetic examples rather than by
over-sampling with replacement [19].
3) Embedded Features Selection Technique: This technique
incorporates feature selection as a part of the model fitting/training process. It is therefore usually specific to a given
learning algorithm, i.e., the feature subset selection can be
seen as a search in the combined space of feature subsets and
hypotheses. In the case of RF, a measure of variable importance estimates the relevance of variables based on multiple
decision trees at the training step [20]. These importance
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Fig. 2.
Workflow of AI2 algorithm for training, validating, and testing
prediction models of LF.

scores from an RF are used to guide the feature selection
process. The feature selection procedure follows a sequential
validation approach. This technique ensures unbiased feature
selection and optimal model less prone to over-fitting and
selection bias [21]. In a first validation loop, multiple RF with
different bootstrap samples are trained (multiple RF models are
fitted for multiple bootstrap samples). Then, averaged variable
importance across the number of bootstrap iterations are used
to rank the variables, i.e., the higher the importance the higher
the ranking of variable. This also ensures more stable features
to be selected. In a second validation loop, stepwise forward
feature selection based on the previous ranking is used to select
the subset of features minimizing the validation error. Again,
the previously described bootstrap setting is used to assess
which subset of features provides the optimal mean prediction
error rate.
4) Final Model Construction: First, the missing features
for some patients were replaced using the mean value for
continuous variables and the mode for categorical ones. The
SMOTE technique was then used to balance the classes in
the training sets [19]. Second, in order to exploit the feature
selection and parameter tuning results, the RF final model was
fitted with the selected optimal features subset and parameters.
Preprocessing centering (mean 0 and standard deviation 1) was
applied before entering features as input into the classifier. The
mean accuracy from bootstrap with 25 repetitions were used
for hyper-parameter optimization (i.e., the number of trees and
the number of features to split in each node).
F. Classification Framework Evaluation and Differences
Between AI1 and AI2
The methodologies employed by AI1 and AI2 differed
in three major aspects (detailed below): 1) feature selection; 2) model building and hyper-parameter tuning; and
3) prediction performance estimation.
1) RF provides different feature importance measures. One
measure is motivated from statistical permutation tests,
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the other is derived from the training of the RF classifier. AI1 measure is motivated from statistical permutation tests: the permutation accuracy importance
(Section II-D1) follows the rationale that a random
permutation of the values of the predictor variable is
supposed to mimic the absence of the variable from
the model. Therefore, the difference in the “prediction
accuracy/relative performance measure” before and after
permuting the predictor variable, i.e., with and without the help of this predictor variable, is used as an
importance measure. AI1 feature selection is based on
first reducing the feature set using a filter technique.
AI2 feature selection is derived from the training of
the RF classifier (Section II-E3): the alternative variable
importance measure used in RFs, the Gini importance,
based on the principle of impurity reduction. Both AI1
and AI2 final subset of radiomics features is selected
in a sequential validation approach guided by random
forest built-in feature importance (AI1: permutation tests
versus AI2 gini index) however, AI1 uses prior filter
technique as well whereas AI2 uses embedded feature
selection technique.
2) Random forest is an ensemble learner based on randomized decision trees [18]; for a review of RFs [22];
for methodological aspects [23], [24]. AI1 and AI2
exploited different optimized feature sets determined
through different methodologies (filter versus embedded
technique) and the hyper-parameters tuning were performed with different search strategies and bounds of
search. AI1 optimized hyper-parameters, such as percent
sampling and the maximum number of splits, whereas
AI2 optimized the number of decision-trees and the
number of variables to consider for each split point.
3) Prediction performance is estimated for training,
validation and testing sets. In addition to the
AUC, various statistical scores were calculated to
provide a comprehensive comparison of the respective
performance of AI1 (modified workflow in the main text
and the initial workflow in the supplementary materials)
and AI2: accuracy (ACC), sensitivity (SE), specificity
(SP), positive predictive value (PPV), and negative
predictive value (NPV). In classification scenarios with
high class imbalance, the estimation can be misleading
with over-optimistic values for usual metrics. Therefore,
the Matthews correlation coefficient (MCC) and balanced accuracy (BAC) were also calculated [8], [25]. In
terms of prediction performance estimation differences,
AI1 employed stratified subsample splits, whereas AI2
employed bootstrapping subsamples.
III. R ESULTS
The original workflow of AI1 achieved overall lower accuracy than AI2 (AUC 0.73 versus 0.85). More detailed results
pertaining to this original workflow are presented in the supplementary materials. The next sections focus on the results of
the revised workflow. Table I presents the radiomics features
selected in the final models by AI1 and AI2. Table II presents

the computation time of AI1 and AI2 in the teaching and testing phases. Figs. 3 and 4 present the performance of the final
models obtained with AI1 and AI2 in the training, validation,
and testing sets, respectively. Finally, Fig. 5 presents the interfeature correlation of the features retained by the final models
of AI1 and AI2.
A. AI1 Performance
From the initial set of 15 291 features, 24 features were
retained by the feature set reduction process within AI1.
Following feature selection (supplementary Fig. 1 displays
the choice of final number of features), the final developed
model contained a total of 15 features: 4 radiomics-PET, 5
radiomics-GADO, and 6 radiomics-T2 (the original workflow retained 18 features, see supplementary material). Various
performance measures for training and validation are presented
in Figs. 3 and 4, and Table I. In the testing set, this model
reached an AUC of 0.83 (original: 0.73), a sensitivity (SE)
of 58% (original 58%), a specificity (SP) of 87% (original
81%), an accuracy (AC) of 82% (original 77%), a BAC of
73% (original 70%), a PPV of 50% (original 41%), an NPV
of 90% (original 90%), and an MCC of 0.43 (original 0.35).
Using the MATLAB 2018a software on a single core of a
machine with processor Intel Xeon CPU E5-2650 v4 @ 2.20
GHz and 64 GB of RAM, the computation time of AI1 was
as follows: 3 s for features set reduction, ≈ 51 min for full
RF modeling of all built models, and 3.4 s for subsequently
testing all these models.
B. AI2 Performance
From the initial set of 15 291 features, 12 were selected and
combined into the final model: 2 radiomics-PET, 6 radiomicsGADO, 2 radiomics-T2, and 2 radiomics-ADC (no clinical
variables). Various performance measures for training and validation are presented in Figs. 3 and 4, and Table I. In the testing
set, this model reached an AUC of 0.85, an SE of 67%, an
SP of 89%, an AC of 85%, a BAC of 78%, a PPV of 57%,
an NPV of 92%, and an MCC of 0.52. A12 was developed
in the R software, and in training it used 20-core computer
with processor Intel Xeon CPU E5-2643 v4 @ 3.40GHz and
65 GB of RAM, for a total computational time of 55 s for
SMOTE and ≈ 1380 min for full RF modeling. In the testing
set using only 1 core, it took 3.3 s.
C. Discussion
The use of machine-learning techniques is still relatively
recent in the radiomics field. Various groups have published
methods and concepts for building radiomics-based predictive
models for use in precision medicine. The serious challenges
and difficulties faced when analyzing imaging data through
these techniques have been well described before [4], [5].
Although several groups have reported AUCs above 0.80
in internal validation sets, these values tend to reduce to
less than 0.70 when evaluated on independent testing sets.
These differences in predictive power across studies can be
ascribed to different characteristics relating to the different
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TABLE I
F INAL R ADIOMICS F EATURES E XPLOITED BY AI1 (R ANKED BY VARIABLE I MPORTANCE ) AND
AI2 TO B UILD THE M ODELS FOR P REDICTING LF IN C ERVICAL C ANCERS

TABLE II
C OMPARISON OF C OMPUTATION T IMES B ETWEEN AI1 AND AI2

datasets, and to different techniques and methods for building and evaluating the models. The primary characteristics
that may vary across studies include the definition of the
radiomics description, model objectives, parameter tuning, feature selection, learning algorithms, and imaging data, amongst
others.
In this paper, we attempted to disseminate the impact of
methodological designs in machine learning approaches by
comparing two different pipelines for building radiomicsbased predictive models. Although the two pipelines both
employed an RF classifier, they still considerably differed
initially, as pointed out in Section II-F (mainly in terms of
feature selection technique, model building and prediction
performance estimation). In order to better understand the contribution of these differences to the performance, a revised
workflow for AI1 was also developed, with less differences
compared to AI2, focusing mainly on the feature selection technique. However, the model steps for both pipelines

exploited the same input data and teaching and testing sets. In
addition to the most usual evaluation metrics (Figs. 3 and 4),
we also computed the balanced accuracy, which is the average of the sensitivity and specificity for prediction, as well
as the Matthews correlation coefficient (MCC: worst value =
−1; best value = +1), which fully considers the proportion
of each class and assigns higher score according to the ability
of the classifier to perform well on both the negative and the
positive instances [8], [25]. These are useful metrics in the
present situation because the fraction of LF events is small.
Overall, AI2 obtained a higher performance compared to
the original AI1 workflow (AUC 0.85 versus 0.73), and the
performance gap was reduced when the AI1 workflow was
revised to limit those differences to the feature selection
step (AUC of 0.85 versus 0.83, MCC 0.52 versus 0.43, and
BAC 78% versus 73%). We hypothesize that the difference
in general performance by the two algorithms is likely due
to the feature selection technique. The conservative feature
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Fig. 3. Performance metrics of AI1 and AI2 for predicting LF in cervical cancer, as assessed in training (development), validation (internal validation), and
testing (external validation) sets, available in table format in the supplementary materials.

set reduction performed in AI1 (an adaptation of the method
developed by Chatterjee et al. [17] designed to first minimize
false discoveries) could have lead to eliminate features with
good predictive power when combined with others, which is
a known disadvantage of the filter technique [26]. In contrast,
the feature selection technique embedded within RF modeling
of AI2 would clearly allow to fully span the initial dataset
space in order to identify the most relevant combination of
features for a given prediction task. For example, AI2 retained
some “gray level distance zone matrix (GLDZM)” textural
features that are not present in the final model of AI1, and
these GLDZM features could be important for assessing risk
of LF. It should however be emphasized that, despite relying
on substantially different learning paradigms and final number
of features, both methods were still able to select a relatively
small number of relevant features from the very large pool of
radiomics metrics initially extracted in order to build rather
efficient predictive models for both cohorts. However, AI1 is
by design slightly more computationally efficient than AI2,
which could be an advantage when considering significantly
larger initial sets of variables including, radiomics features

computed from filtered images as well as additional-omics data
(e.g., genomics, transcriptomics, etc.). As observed in Fig. 5,
the correlation checks integrated to the feature set reduction
technique of AI1 allow for creating final models with less
statistical redundancy between features. It should be emphasized however that the statistical redundancy of the feature
ensemble in hyper dimension space of machine learning is not
necessarily the same [26]. In fact, according to the comparison between training and validation performance, AI2 appears
slightly better at handling RF over-fitting, another effect which
could explain the slightly lower performance of AI1.
In this paper, our major aim was to investigate how different machine learning pipelines could impact the prediction
performance in a real oncological scenario. As there are
several differences between the original AI1 workflow and
AI2, despite both using an RF algorithm, we acknowledged the difficulty in identifying the specific methodological
steps that affected the most the outcome of the study. As
a result, a revised AI1 workflow was also implemented to
limit these differences mostly to feature selection. In future
work, we will perform a more systematic analysis of how
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Fig. 4. Additional performance metrics of AI1 and AI2 for predicting LF in cervical cancer, as assessed in training (development), validation (internal
validation), and testing (external validation) sets, available in table format in the supplementary materials.

these differences specifically impact prediction performance,
by first minimizing the variations in hyper-parameter tuning
and prediction performance estimation. We also plan to perform the analyses using multiple initial splits of the datasets
to be able to evaluate the robustness and stability of our methods in terms of statistical variations, as the current experiment
involved only one random split. Finally, regarding dependence
on datasets (which as been emphasized by a recent comparative study that included 12 datasets [6]), we observed
similar results when performing the exact same experiments
using another dataset of 180 meningioma patients with MRI,
although the relative differences in prediction performance
between AI1 and AI2 was this time smaller still than for
the cervix dataset. These results cannot be presented at the
moment due to data embargo, but will be made available
at a later date. Similarly, we are currently gathering additional datasets of similar sizes in different cancer types (150
lung cancer patients with PET/CT, 400 head and neck cancer patients with PET/CT, and 130 glioblastoma patients with

multimodal MRI) in order to further investigate how these
findings may depend on datasets.
IV. C ONCLUSION
In this paper we conducted a comparison of two different
machine learning pipelines both relying on a random forest
classifier, but differing in feature selection, model building
and prediction performance estimation. Both pipelines were
applied to a given set of radiomics features, with the goal
of predicting treatment LF in cervical cancer using imaging
data (FDG PET and 3 different MRI sequences). We observed
that relying on a filter technique to reduce the set of features prior to RF modeling could discard valuable variables
for prediction, but on the other hand, it provides a much faster
training for mining the large feature sets than using an embedded feature selection technique. Overall, we recommend to
carefully evaluate the tradeoff between the possible decrease in
prediction performance in testing and the gain in computation
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(b)

(a)
Fig. 5. Correlation of features from the final models of AI1 and AI2, respectively. The variable names defined by radVar1, radVar2, etc., corresponds to the
feature names presented in Table I, sequentially. (a) Cervix: AI1. (b) Cervix: AI2.

time in model training when considering to use a feature set
reduction process over an embedded feature selection technique. We also recommend to carefully evaluate different
imbalance-adjustment strategies for a given application.
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